
Audience & Purpose

For companies, CIOs, IT Managers, System Administrators and any user having 
a Virtual Machine environment (like KVM* or cloud deployment based on Open-
Stack* ) on top of a Ceph* cluster. The purpose of this reference architecture is 
to show how PerfAccel™ can be used in a Ceph cluster to get better and deeper 
insights/analytics about the VMs. When used with Intel® SSDs the PerfAccel cache 
provides accelerated I/O, resulting in faster VMs and lower cost of storage. 
PerfAccel analytics provides information about data distribution (among jobs, 
nodes), access patterns and bottlenecks, in addition to performance metrics. 
PerfAccel accelerates application performance through dynamic data placement & 
management on Intel SSDs. The performance improvements translate to better VM 
performance and scaling allowing the same resources can be used to host more 
VMs, translating into a more optimized and cost effective datacentre. This refer-
ence architecture focuses on an example deployment demonstrating how 
PerfAccel provides better performance and a richer set of analytical data for a 
Ceph cluster hosting OpenStack virtual machine disk images.

“PerfAccel uses rich and 
indepth I/O analytics to 
determine the right SSD 
size, and provides enhanced 
performance using intel-
ligent placement of data in 
the cache.”

Intel® SolutIonS RefeRence ARchItectuRe

Analyzing Ceph Cluster I/O 
Performance to Optimize 
Storage Costs
Datagres PerfAccel™ Solutions with Intel® SSDs
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Executive Summary

Ceph is a distributed storage system 
providing object, block and file stor-
age that can be “like nirvana for shared 
storage”1 across distributed COTS serv-
er hardware. It is also supported in the 
OpenStack project, so virtual machine 
(VM) disk images can be directly hosted 
on Ceph as RADOS block devices. 

PerfAccel can be treated as a Data 
Service in the Software Defined Storage 
(SDS) Layer, which does the dynamic 
data placement of hot data on high 
performance SSDs and also provides 
a rich analytical framework for analyz-
ing workloads in a seamless and fine 
grained manner. This Solutions Refer-
ence Architecture (SRA) contains details 
about the data placement aspects as 
well as the rich analytics aspect of the 
Datagres PerfAccel product. 

PerfAccel can cater to a wide range 
of storage usage models. Common 
usage models include business data-
base (OLTP, OLAP), application data 
(webserver, email, VM boot), business 
intelligence data (Hadoop, Large rela-
tional databases), Distributed storage 
(Ceph) and a lot more. In this SRA, we 
will focus on the beneficial features of 
PerfAccel in a Ceph cluster in one of 
its popular usage models: providing 
the virtual block devices to VMs in an 
OpenStack project.

The paper demonstrates the value of 
Intel SSDs used along with PerfAccel on 
a Ceph cluster, using Intel Xeon proces-
sors. PerfAccel is able to use the consis-
tent high performance and low latency 
behavior of Intel SSDs to show large 
improvements in the range of 5x to 8x 
for Sequential and Random I/O work-
loads. The high performance of Intel 
Xeon processor ensures there is no no-
ticeable overhead, even while PerfAccel 
is able to extract in-depth information 
from the storage layer. PerfAccel when 
used without SSDs, can still provide 
all the in-depth analytics for Ceph. 

Such usage can help determine the I/O 
footprint of the cluster, and provide 
concrete data on the need and size of 
SSDs for better performance.

Enterprise storage requirements tend 
to grow at least as fast as the under-
lying business does. A Ceph based 
shared storage system can ‘scale-out’ 
to meet demand by adding hardware to 
the SDS system. A shared storage Ceph 
system built with PerfAccel data service 
and Intel based servers and SSDs will 
elevate the immediate and long term 
storage system ROI through the tools to 
add scale-out capacity without growing 
un-needed complexity. 

Introduction: PerfAccel & Issues It 
Solves In A Ceph Cluster

Why Choose Ceph ?

In this age of virtualization, it’s very 
common to see KVM servers or Open-
Stack servers hosting a bunch of virtual 
machines (VMs) with their disks coming 
from either local storage or remote 
storage like NFS/iSCSI etc.

The performance of these VMs di-
rectly depends on their attached virtual 
disks. If the virtual disks are being 
served from multiple physical disks 
in the same system, then the total I/O 
bandwidth is limited to the combined 
bandwidth of all the physical disks. If 
the virtual disks are being served from 
network storage, then the bandwidth 
is again limited by things like storage 
server’s performance, how many clients 
are using the storage server, available 
network bandwidth, etc.

Ceph can be used in the above scenario 
to improve the performance of the VMs. 
Ceph combines the I/O bandwidth of 
multiple storage systems, designated 
as Ceph storage nodes, and provides it 
to the connected clients i.e. the KVM/
OpenStack servers. And new Ceph 
nodes can be added as and when 
needed to get more I/O bandwidth. 
Ceph improves the I/O performance by 
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Figure 1 - Ceph Grid Architecture with PerfAccel

• Ceph provides higher per-
formance by combining I/O 
bandwidth of multiple storage 
nodes

• Max Performance in Ceph 
cluster gets limited because of 
Spinning disks

• Absence of a Rich analytical 
framework for Ceph Clusters 
makes it difficult to monitor I/O 
patterns & behavior of VMs

Performance Limitations Of Ceph?

In general, Ceph Clusters are built on 
top of inexpensive SATA Hard disk 
drives. Though the ultimate aim of Ceph 
is to provide higher I/O performance 
by distributing the I/O in parallel across 
multiple storage nodes, there will still 
be a hard limit to the performance due 
to the mechanical constraints of the 
spinning SATA disks. To overcome this 
problem, one solution is to replace all 
the SATA disks with high performance 
SSDs, but that will increase the cost 
signifigantly when applied to the whole 
cluster. To get a balance between cost/
performance, we need to understand 
the access frequency and put only the 
data which is being accessed really 
frequently on SSD. So, what if it was 
possible to dynamically place the hot 
data on the SSDs and perform the I/O 
from/to the SSDs, without any manual 
intervention? This is where PerfAccel 
comes into the scenario. PerfAccel does 
exactly that i.e. intelligent and dynamic 
data placement. PerfAccel supports 
acceleration of all I/O across multiple 

platforms like NAS, SAN and DAS to 
provide a seamless performance ben-
efit to all types of applications. Configu-
rable caching policies ensure that the 
right working set resides in the cache 
for maximum performance benefit.

About PerfAccel

PerfAccel presents a unique solution 
that provides deep analytics to observe 
I/O behavior, helping determine better 
data placement and improve perfor-
mance. In addition, using its intelligent 
caching capabilities, PerfAccel can 
deliver much higher performance. 
The result is a significant reduction in 
infrastructure costs while providing 
rich analytics and much higher perfor-
mance.

PerfAccel supports acceleration of all 
I/O across multiple platforms. Configu-
rable caching policies ensure that the 
right working set resides in the cache 
for maximum performance benefit. It is 
extremely easy to deploy and manage, 
and the in-depth analytics can provide 
deep insights to help users understand 
application I/O pattern and I/O foot-
print to optimize workloads.

parallelizing it across different storage 
nodes. Ceph is based on remote block 
devices (RADOS), which can be directly 
attached to VMs as network disks. Ceph 
OSD or the Object Storage Device, is a 
physical or logical storage unit. It is also 
used to refer to the Ceph OSD Daemon.
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PerfAccel can be used to extract in-
depth analytics of workloads and their 
I/O patterns. The deep analytics helps 
PerfAccel to then intelligently deter-
mine the benefits that can be achieved 
if a SSD cache is used. While helping 
users gain deeper insights regarding 
their workload and I/O behavior,  
PerfAccel analytics can also help de-
termine the size of SSD cache required 
and the associated benefits.

PerfAccel can be used to take advan-
tage of SSDs in a manner which is 
beneficial, even while data resides on 
conventional devices, by ensuring the 
hot data resides on the faster storage 
thereby providing much better perfor-
mance. PerfAccel would use the faster 
device available as a cache and will 
ensure optimal placement of frequently 
used hot data. In addition, since the 
majority of read operations are offload-
ed to the cache, the back end storage 
device which holds the entire dataset 
is more responsive as it has to serve 
fewer IOPS. Thus PerfAccel cache not 
only improves read performance, it also 
implicitly improves the write perfor-
mance of the application.

Analytical Needs In A Ceph Cluster?

In any Ceph cluster, which hosts the 
disk images of virtual machines as 
RADOS block devices, there is always a 
need to know about the performance, 
behavior and access patterns of each 
VM. A single VM can hog a larger chunk 
of the I/O bandwidth of the Ceph clus-
ter, leading to resource starvation of the 
disks for all other VMs. The end effect 
is that the applications hosted on those 
VMs performs poorly. The sysadmin 
then has to go through a tedious pro-
cess and a large set of information to 
isolate and pin point the problem to the 
particular resource hogging VM. Ceph 
does not have any specific tool for this.

The rich analytical framework of  

Perfccel Provides:

• Storage visibility through deep 
file-level analytics

• Intelligent caching & determin-
istic placement of hot data

• Higher performance from each 
SSD used optimally

PerfAccel provides a wide range of 
metrics, in a fine grained manner, which 
can be utilized to detect and pinpoint 
such issues. The Ceph customized 
analytics from PerfAccel can throw light 
on various aspects starting from the 
individual virtual disk level to the stor-
age node level in the Ceph cluster. We 
can logically categorize the analytical 
data made available by PerfAccel into 
the following:

Device Level 

This category of analytical data will 
provide a brief snapshot of what’s 
going on with all the VM disks that are 
present in the Ceph cluster (in all stor-
age nodes). The data will be available 
for every single disk and would com-
prise of metrics like: 

a. Percentage and size of the disk 
which is really accessed and cached

b. Amount of cached reads and writes 
done on each disk 

With the help of these metrics, users 
can easily figure out which disk is really 
being used, their usage details, and for 
what purpose (read or write). Then we 
can drill-down further to get more de-
tailed analytics data for any particular 
disk of our choice.

RBD Level

This category of analytical information 

is oriented towards individual disks of 
the VMs. Analytical data can be dis-
played for disks in a selective manner 
and would contain metrics like:

a. Object level distribution info for the 
disk, across nodes 

b. Information about cached Ceph 
objects of the disk, across nodes

c. Cache utilization info of Ceph  
objects across Nodes

d. Information regarding hot areas of 
the disk, both in terms of offset as 
well as objects

e. Very detailed and drilled-down 
metrics for each object of the disk, 
in each node. 

This information will be displayed for 
every Ceph Node where the disk has 
objects.

With these kind of insights, users can 
get answers to questions like how 
many reads/writes has happened from 
the cache for a particular Ceph object, 
when was it last accessed, its resident 
time in cache etc.

OSD Level

This category of analytics provides data 
about the I/O patterns and behavior of 
each OSD, in each node. Some of the 
important metrics available here are: 

a. I/O metrics, like how much Read, 
Write, Attribute Read and Write, 
has happened on the OSD, for both 
cached and un-cached access

b. IOPS metrics (Bandwidth, Latency, 
Throughput), for both cached and 
un-cached I/O

c. Cache utilization metrics, including 
number of objects cached.

With this information, we can easily 
find out if any of the OSDs are under-
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performing or hogging all of the disk 
bandwidth resulting in slowing down of 
other OSDs, or how the I/O is distribut-
ed across all OSDs i.e. uniformly or in a 
random manner, I/O latencies and other 
such aspects.

Node level 

This category of information sheds light 
on the I/O behavior of the Ceph storage 
nodes.

Various data points available under this 
are :

a. Number of Ceph objects cached in 
the node

b. Cache utilization on the node

c. Amount of cached reads and writes 
done on the Node 

With this kind of data, we can gain 
some useful insights into the Ceph 
cluster, like if the nodes are balanced 
properly or not, whether any nodes are 
under performing. 

We can see PerfAccel analytics and 
caching information at any point of time 
in two ways :

a. In any Ceph node, by executing 
the various PerfAccel commands 
(dgpctl)

b. In the management node, by using 
PerfAccel Ceph Analyzer 

Testbed Architecture & 
Configuration

This below figure shows the Testbed 
setup. For this reference architecture, 
Ceph is deployed in 4 storage nodes. 
And there are two OpenStack hosts, 
where the virtual machines are running 
and generating I/O.

All the 4 storage nodes and the Open-
Stack hosts are connected to 10GbE 
network. The storage nodes are 
installed with Red Hat Enterprise Linux 
(RHEL)* 6.5 OS and the OpenStack 
hosts are installed with Ubuntu* 12.04.

Figure 2 - Testbed Setup Architecture

The client VMs hosted on the Open-
Stack hosts are all Ubuntu 12.04. For 
load generation, fio* is used inside all 
the VMs. Fio is short for flexible I/O, a 
freely available and widely used work-
load generation tool.
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System Configurations Ceph Cluster

Ceph 0.72.2 version was installed on all 
four of the storage nodes.

Each storage node was then configured 
in a similar way:

a. 8 OSDs were created from the 8 x 
1TB SATA HDD

b. In each SSD, 4 x 10GB partitions 
were created

c. 4 Partitions from each SSD served 
as the Journal for 4 OSDs

d. The OSDs are configured for XFS 
filesystem

So, at the end we have 32 OSDs in the 
whole Ceph Cluster.

Disk Configuration In Ceph 
Storage Node

The figure to the right shows the disk 
configuration for a Ceph Storage Node. 

• Here, all of the 8 OSD data disks are 
3TB SATA drives. The OSD journals 
are on SSDs.

• In each SSD, the first partition was 
a 400GB one and was reserved for 
PerfAccel cache.

• Then, 4 more partitions, each of 
10GB, were created in each SSD

• Each OSD was configured to use one 
of the 8 SSD partitions as its journal

Once the OSDs are created, they are 
mounted as directories under /var/lib/
ceph/osd

Figure 3 - Disk Configuration For Osds In Storage Node

CEPH Storage Node
CPU 1 x Intel® Atom™ CPU 

C2750 8C @ 2.40GHz

Memory 8 GB

NIC 1 x Intel® X540-AT2 10GbE

SATA

Controller

2 x Marvell* 88SE9235

Disks 8 x Seagate* 3.5” 3TB 7200
RPM SATA HDD (Data)

1 x Seagate 3.5” 3TB 7200
RPM SATA HDD (System)

2 x Intel® 2.5” 480G DC3500 
SSD (Cache & Journal)

OS CentOS* 6.5

Kernel 2.6.32-431

Ceph 0.72.2

FS XFS

OpenStack Host
CPU Intel® Xeon® CPU 

E5-2640 6C @ 2.50GHz

Memory 64 GB

NIC 1 x 10GbE

Disks 1 x Seagate* 3.5” 500G 
7200 RPM SATA HDD (System)

OS Ubuntu* 12.04.3 LTS

Kernel 3.8.0-29

Guest VM

CPU 1 CPU

Memory 2 GB

Disks 1 x System Disk (Local)
1x 60GB Ceph RADOS Disk

OS Ubuntu 12.04.3 LTS

Kernel 3.8.0-29
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Ceph Configuration

The following configuration was used for Ceph

Figure 4 - Ceph Configuration Used For Test
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PerfAccel Deployment In A Ceph 
Cluster

Deploying PerfAccel with Ceph is a 
six step process. The PerfAccel get-
ting started guide may be of help for 
first time users. The steps are outlined 
below.

a. PerfAccel was installed using the 
binary corresponding to the RHEL 
6.5 OS and activated by using the 
necessary license. This was done on 
all 4 storage nodes.

b. A management node (CentOS 6.5) 
for PerfAccel was also created and 
the binary installed there as well. 
The management node hosts the 
GUI for PerfAccel and can be used to 
manage other nodes and also view 
the analytics.

 This node was given password-less  
 access to all the 4 Ceph storage  
 nodes and the 2 OpenStack nodes.

c. Before proceeding further, we 
stopped the OSD services in all the 
storage nodes service ceph-osd 
stop

d. Then, PerfAccel caches were created 
on the first partitions of the 2 SSDs, 
in each node. 

 dgpctl –cache create cache1  
  /dev/sde1 

 dgpctl –cache create cache2  
  /dev/sdi1 

e. Now, the OSD mount points were 
accelerated by creating PerfAccel 
Sources on each of them

 Ex: Let us create it for Node 1, 1st  
 OSD ceph-0

 dgpctl –source create ceph0  
 /var/  lib/ceph/ 
 osd/ceph-0 cache1 95G

 This command created a Source for  
 the first OSD i.e. Ceph-0. 

 The name of the source is “ceph0”  
 (it can be anything, but to maintain  

 uniformity we named all the sources  
 along the lines of their OSD name)

 From the PerfAccel cache, 95GB of  
 cache space was allocated per OSD.

 At the end, each PerfAccel cache on  
 each node accommodated 4 OSDs

f. Now, the Ceph OSD services were  
started again 

 service ceph-osd start

The above steps were performed on all 
of the nodes.

To verify that all the ceph OSDs are up 
and running, we used the command:

 ceph osd tree

At this point PerfAccel is active on all 
the nodes and OSDs.

PerfAccel Ceph Analyzer

Using the PerfAccel Ceph Analyzer, a 
Ceph customized analytics tool, needs 
a central system which has ssh access 
to all the Ceph storage nodes as well as 
the OpenStack host nodes, in a pass-
word-less manner. 

We had already configured the man-
agement node for this purpose.

Before using it, we had to fill in some 
configuration files, which will be used 
by the analyzer later on. This is a one-
time effort and not required to be done 
again unless new storage nodes or 
OpenStack nodes are added.

1. /etc/dgres/config/node.list  
This file contains the ip address or 
hostname of the Ceph nodes. There 
are four nodes, and all of them were 
added to the file.

2. /etc/dgres/config/kvm_host.list 
This file contains the ip address or 
hostname of the OpenStack (KVM) 
Host. As we have two such hosts, so 
their hostnames were added to this 
file.

The analyzer has two phases : 

1. Collect Phase – where the analyt-
ics data is collected from all of the 
nodes. It can be run at any point of 
time by the command : 

 dgpctl –ceph collect

2. Analyze Phase – This analyzes the 
collected data and generates vari-
ous reports based on what the user 
wants 

 dgpctl –ceph analyze data_ 
	 dir_path	[filter]

Workload Generation & Execution

The I/O workload was generated from 
20 virtual machines running on the 
OpenStack (KVM) hosts (10 VMs in each 
host). These VMs generated loads using 
the “fio” benchmarking tool 

Every virtual machine has a local OS 
Disk (/dev/vda) and a remote RADOS 
block device (/dev/vdb) coming from 
the Ceph cluster. And fio used the /dev/
vdb directly for its I/O.

Fio was executed in “direct io” mode to 
bypass local memory caching.

Fio was configured with the following 
workloads :

a. Sequential Read 
Queue Depth: 64, Block Size: 64K

b. Sequential Write 
Queue Depth: 64, Block Size: 64K

c. Random Read 
Queue Depth: 8, Block Size: 4K

d. Random Write 
Queue Depth: 8, Block Size: 4K

And the main goals of the above tests 
were to observe:

a. Performance boost achieved due to 
the intelligent & dynamic data  
placement done by PerfAccel

b. Rich Analytics data for Ceph,  
provided by PerfAccel
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“PerfAccel is able to use the 
consistent high performance 
and low latency behavior of 
Intel SSDs to show large im-
provements in the range of 5x 
to 8x for Sequential and  
Random I/O workloads.”

The tests were run 3 times.

1. First run was made on the existing 
Ceph Cluster i.e. without PerfAccel

2. Second and third runs were made 
after PerfAccel was installed and 
configured for use.

In the second run with PerfAccel, the 
hot data was cached on the SSDs. 
Therefore the third run with PerfAccel 
was the one where we expected the 
performance boost to be visible.

Test Results

We have categorized the performance 
results in two graphs.

The first graph is for Sequential I/O and 
the second one is for Random I/O.

In each graph, we have displayed 2 
groups of bars. The first group is for 
Reads and second one is for Writes.

Note: PerfAccel (cached) here refers 
to the last test run, which means  
PerfAccel was repeated.

In the graph below (Figure 5), the first 
group of bars is for Sequential Reads, 
with a Block size of 64K and queue 
depth of 64. The second group is for 
Sequential Writes, with a Block size of 
64K and queue depth of 64.

1 . Sequential I/O

Figure 5 - Sequential Read/Write I/O results in MB/s

2 . Random I/O

Figure 6 - Random Read/Write I/O results in MB/s

As we had used two OpenStack hosts 
connected to 10GbE link, the maxi-
mum network bandwidth we can get is 
20Gbps i.e. close to 2500 MB/s.

We can clearly see that for Sequential 
Reads, the performance increased by 
~ 5x.

There was potential for more increase, 
but it was limited because of the 
20Gbps Network bandwidth. So, clearly 
we achieved the network line-rate 
speed with PerfAccel.

PerfAccel was used in Writethrough 
(Read caching) mode, so we expected 
the write performance to be approxi-
mately the same as without PerfAccel. 
And the same is visible from the graph.

In the next graph (Figure 6), the first 
group of bars is for Random Reads, with 
a Block size of 4K and queue depth of 8. 
The second group is for Random Writes, 
with a Block size of 4K and queue depth 
of 8.

Here, we can see that the 3rd run with 
PerfAccel has increased the perfor-
mance of Random reads by ~ 8x. And 
the write performance is again similar 
to the case without PerfAccel.
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PerfAccel Rich Analytics

While the test was running, we execut-
ed various PerfAccel analytics com-
mands on the storage nodes to see how 
they were doing. 

We also generated various reports on 
the Ceph Cluster and VM disks through 
the collect and analyze phases of  
PerfAccel Ceph Analyzer in the man-
agement node. 

Note: Here, PerfAccel “Source” refers to 
the un-cached data i.e. The data served 
directly from the OSDs and “Cache” 
refers to the cached data i.e. the data 
served from the PerfAccel caches.

This beautifully shows how much of the data was served from the cache and source. The 
higher the numbers are in Cache Read, the better it is, as they are served from the Intel SSDs.

IO Trace (OSD level) 

Figure 7 - PerfAccel Io Trace Of A Storage Node

Figure 8 - PerfAccel Usage Trace Of A Storage Node
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Usage Trace (OSD Level

This information gives a brief view of the cache usage by each OSD and the number of Ceph objects cached so far. The values 
reflect the amount of actual hot data being accessed. It also gives us a view of how the Ceph objects are distributed across 
OSDs. Here “Files in Cache” are the Ceph Objects.

This analytical information goes a step 
ahead and displays various data like :

a. Amount of I/O done – both in terms 
of Number of Ops as well as Giga-
bytes 
We can see here that there is neg-
ligible write ops, which tells us that 
the workload running until now is 
read-intensive .

b. I/O Throughput for each OSD 
Here we can see how the throughput 
from PerfAccel cache is much higher 
than the source

c. I/O Latency for each OSD  
Here also we can see that cached 
read latencies are much lesser than 
source latencies. 

We can easily figure out which OSD 
is performing better and which one 
is choked or not used at all. For ex. 
here OSD ceph-9 has lesser read 
ops than other OSDs.

Figure 9 - PerfAccel IOPS Trace Of A Storage Node

IOPS Trace (OSD Level)
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Brief Cache Trace (OSD Level) 

This shows a more detailed summary of the I/O performed on the OSD, along with other useful metrics like the number of 
Ceph Objects cached, and the number of PerfAccel cache segments representing those Ceph objects. This analytical informa-
tion also contains various stats like hits and misses of read, write, attribute read, attribute write and symlink operations done 
on the OSD. 

Figure 10 - PerfAccel Brief Trace of a Ceph OSD
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Analytics through PerfAccel Ceph Analyzer

Now let’s see the analytical information provided by the PerfAccel Ceph analyzer

Device Level View 

This analytical information gives a top view of all of the VM disk images that are in use.

We can easily see here the percentage of the disk that was accessed, cached, and the measure of read hits or write hits that 
has happened on the devices. This gives a fair idea of what’s going on with the disks in the Ceph cluster as a whole.

Figure 11 - PerfAccel Ceph Analyzer Device View For All VM Disks

Figure 12 - PerfAccel Ceph Analyzer Node View For Storage Nodes

Node Level View

This is another data point that gives us a top view of all of the Ceph storage nodes that are serving the VM disk images. It also 
tells us about the percentage of Ceph objects cached, amount of cache used in the node and number of read and write hits 
from the cache. This gives a fair idea of what’s going on with each node of the Ceph cluster. 

We can now answer things like which node is heavily accessed, which node is hardly accessed, which is the most read intensive 
node and other similar questions.
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VM Disk Level - Brief Summary 

After the device level and node level 
analytics, we can further drill down to 
individual disks. The first one in this is 
the brief summary analytical info about 
any individual VM disk. 

This gives us a good amount of infor-
mation about the disk like:

a. VM name to which it’s attached

b. Percentage of disk that is cached

c. Percentage of cached Ceph objects 
for this disk

Figure 13 - PerfAccel Ceph Analyzer Brief Summary For VM Disk

c. Nature of I/O that is happening on 
the disk i.e. read or write

d. Access pattern of the I/O, like 
whether disk is fully accessed or  
accessed in certain areas only 

d. Cached read and write hits that has 
happened on the disk

e. Number of nodes where this disk is 
being served from (or nodes which 
contain the objects for this disk)

f. Percentage distribution of cached 
Ceph objects, read and write hits for 
this disk across nodes.

With these metrics we can easily an-
swer things like :

a. Is the disk equally distributed across 
nodes?

b. How the I/O on the disk is distrib-
uted across nodes
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Figure 14 - PerfAccel Ceph Analyzer Offset Distribution for VM Disk

VM Disk Level - Offset Distribution

This analytical data has some informa-
tion common to the brief summary info. 
But the one that makes it stand out is 
the offset distribution. Here the whole 
disk is divided into a given number of 
zones (10 in this example) and the I/O 
stats are displayed for each zone. 

For example, in our case the disk is 
60GB and we have specified 10 zones 
in the analyze command. So, each zone 
will cover 6GB and we can see all of the 

information distributed over each 6GB 
area of the disk. And if we had given 20 
zones, then we would have had 3 GB 
zones.

This is very crucial when we need to 
know the behavior of the I/O happening 
on the disk or in other words, the I/O 
pattern of the Application, inside the 
VM, which is using this disk. 

For each zone, it displays the number, 
percentage and size of Ceph objects 
cached, number and percentage of read 
and write hits that has happened. 

In Figure 13 we can see that:

a. I/O has not crossed beyond 24GB of 
the disk.

b. The first 3 zones are fully cached, 
but the 4th zone i.e. disk area from 
18GB to 24GB is partially cached.

c. The read hits are high on the first 
zone as compared to other zones, so 
the 1st 6GB of the disk is accessed 
more frequently than other areas.
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VM Disk Level - VM Disk Detailed View

a. This analytical data gives us detailed 
information about the disk and I/O 
done on it.

b. In the beginning, it displays the 
basic information related to the disk, 
as shown in the brief summary. But, 
after that the real metrics are seen. 

c. The analytical data is showing the 
I/O stats at the lowest level i.e. for 

Figure 15 - PerfAccel Ceph Analyzer Detailed View For VM Disk

information of each object present in 
that node. It does this for all the Nodes 
where the objects are present.

As each Ceph object represents a 
certain area of the disk, so it displays all 
the metrics against the real offset of the 
disk to which the object corresponds to.

With this kind of analytical information, 
we can find out the I/O pattern & signa-
ture at the offset level.

each and every cached Ceph object 
of the disk. It is displaying various 
metrics like Read Hits, Write Hits, 
Last Access Time & Resident time in 
cache, for any Ceph object.

Now, as the objects belonging to this 
disk are distributed across Nodes, so it 
starts with displaying a brief summary 
of this disk in a particular node and 
then continues displaying the detailed 
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Conclusion

In this reference architecture, we were 
able to successfully validate the per-
formance enhancements and the rich 
analytics provided by PerfAccel in a 
Ceph cluster. The results and analytical 
data obtained from the 4 node Ceph 
cluster and 2 node OpenStack setup on 
Intel Xeon and Atom processor-based 
servers and using Intel SSDs, clearly 
demonstrated that PerfAccel is a prom-
ising solution for Ceph environments 
where there is a need for performance 
as well as a fine grained and rich set of 
analytical data. 

Call To Action

Contact us at info@datagres.com to 
schedule a demo or visit us at  
www.datagres.com/download, 
to start a free trial.

“PerfAccel can be rapidly 
deployed at scale in Open-
Stack environments, to 
achieve greater I/O visibility 
and Performance of Virtual 
Machines and Applications”

About Datagres:

Datagres provides software that helps 
companies visualize, control and 
accelerate their application perfor-
mance using deep storage intelligence. 
Datagres’ flagship product PerfAccel 
is a very powerful analytics driven 
software solution that operates at a file 
level and can show the exact IO pattern 
of an application data access especially 
in a scale-out grid environment. As a 
result, it can provide an effective way of 
controlling IOs and also accelerate for 
higher throughput and lower latencies 
using high-performance SSD devices. 

The company is headquartered in Palo 
Alto, California and is venture-backed 
by Nexus Venture Partners 

For more information, 
visit www.datagres.com
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